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CHAPTER 12

Distributed Computing
On a 56K modem, this report will take about half an
hour to download (for a 30-second download of just
the information contained in the report, click here).

—From a web site that shall remain unnamed

Distributed-application bottlenecks are of two general types. The first type occurs
within application subcomponents. This type of bottleneck is essentially indepen-
dent of the distributed nature of the application, and the other chapters in this book
deal with how to tune this type of bottleneck. In this chapter, we deal with the sec-
ond type of bottleneck, which occurs within the distribution infrastructure. This lat-
ter type of bottleneck is specific to the distributed nature of the application, and can
be tuned using a number of techniques:

Caching
When an application repeatedly distributes the same data, a significant gain in
performance can be obtained by caching the data, thus changing some distrib-
uted requests to local ones.

Compression
If the volume of data being transferred is large or causes multiple chunks to be
transferred, then compressing the transferred data can improve performance by
reducing transfer times.

Reducing messages
Most distributed applications have their performance limited by the latency of
the connections. Each distributed message incurs the connection-latency over-
head, and so the greater the number of messages, the greater the cumulative per-
formance delay due to latency. Reducing the number of messages transferred by
a distributed application can produce a large improvement in the application
performance.
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Application partitioning
The performance of any distributed function in a distributed application nor-
mally has at least two factors involved. These two factors are the location for the
function to execute and the location where the data for the function resides.
Typically, the application developers are faced with the choice of moving the
function to the location of the data, or moving the data to the location of the
function. These decisions depend on the volume and nature of the data to be
processed, the relative power and availability of the CPUs in the different loca-
tions, and how much of the data will be transferred after the function com-
pletes. If the function’s result is to transfer a relatively small amount of data, it
should be located on the machine where the data used by the function resides.

Batching
There are several ways that batching can improve the performance of a distrib-
uted application. First, the number of messages can be reduced by combining
multiple messages into fewer batched messages. Second, data can be split up and
transferred in shorter batches if waiting for all the data is the cause of the delay
in response times. Third, data requirements can be anticipated, and extra data
can be transferred in batches together with the data that is needed at that
moment, in anticipation of the extra data that will be needed soon. Further
batching variations can be used by extending these strategies.

Stubbing
When data needs to be transferred across a distributed application, the distri-
bution infrastructure often uses general mechanisms for transfers. This results in
transferring more data than is actually required. By selectively “stubbing out”
data links, only the data that is needed is transferred. Instance variables of
objects can be replaced with “stub” objects that respond to messages by transfer-
ring the required data (if the fields are defined using an interface). Java also sup-
ports the transient modifier, which can be used to eliminate unnecessary data
transfers. Fields defined as transient are not transferred when serialization is
used, but this is a rather blunt technique that leads to all-or-nothing transfers of
fields.

Asynchronous activities
Distributed systems should make maximum use of asynchronous activities wher-
ever possible. No part of the application should be blocked while waiting for
other parts of the application to respond, unless the application logic absolutely
requires such blocked activities.

In the following sections, we look at examples of applying some of these techniques
to optimize performance.*

* This chapter deals with general distributed application optimizations. Higher-level J2EE optimizations are
covered in Chapters 15 through18.
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Tools
A number of tools for monitoring distributed applications are listed in the “Client/
Server Communications” section in Chapter 2 as well as in “Network I/O” in
Chapter 14. In addition, there is one other monitoring tool I often find useful when
dealing with distributed applications: a relay server. This is a simple program that
accepts incoming socket connections and simply relays all data on to another outgo-
ing socket. Normally, I customize the server to identify aspects of the application
being monitored, but having a generic relay server as a template is useful, so I present
a simple one here:

package tuning.distrib;

import java.io.*;
import java.net.*;

class RelayServer
  implements Runnable
{
  //Simple input and output sockets
  Socket in_s;
  Socket out_s;

  //A string message to printout for logging identification
  String message;

  //Simple constructor just assigns the three parameters
  public RelayServer(Socket in, Socket out, String msg)
  {
    in_s = in;
    out_s = out;
    message = msg;
  }

  //The required method for Runnable.
  //Simply repeatedly reads from socket input, logs the read data
  //to System.out, and then relays that data on to the socket output
  public void run( )
  {
    try
    {
      InputStream in = in_s.getInputStream( );
      OutputStream out = out_s.getOutputStream( );
      byte[ ] buf = new byte[8192];
      int len;
      for(;;)
      {
        len = in.read(buf);
        System.out.print(message);
        System.out.println(new String(buf, 0, len));
        out.write(buf, 0, len);
      }
    }
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    catch (Exception e)
    {
      System.out.print(message);
      System.out.println(" TERMINATED");
      System.out.flush( );
      try{in_s.close( );}catch(Exception e2){ }
      try{out_s.close( );}catch(Exception e2){ }
    }
  }

  //Basic main( ) takes two arguments, a host and port. All incoming
  //connections will be relayed to the given host and port.
  public static void main(String[ ] args)
  {
    ServerSocket srvr = null;
    try
    {
      //Start a server socket on the localhost at the given port
      srvr = new ServerSocket(Integer.parseInt(args[1]));
      for(;;)
      {
        //Block until a connection is made to us.
        Socket sclient = srvr.accept( );
        System.out.println("Trying to connect to " + args[0]);
        //Connect to the 'real' server
        Socket ssrvr = new Socket(args[0], Integer.parseInt(args[1]));
        System.out.println("Connected to " + args[0]);
        //Start two threads, one to relay client to server comms,
        //and one to relay server to client communications.
        (new Thread(new RelayServer(sclient, ssrvr,
            "CLIENT->SERVER"))).start( );
        (new Thread(new RelayServer(ssrvr, sclient,
            "SERVER->CLIENT"))).start( );
      }
    }
    catch (Exception e)
    {
      System.out.println("SERVER TERMINATED: " + e.getMessage( ));
      try{srvr.close( );}catch(Exception e2){ }
    }
  }
}

As listed here, the relay server simply accepts any incoming connections on the given
port and relays all communication to the outgoing server, while at the same time
printing all communication to System.out. To test the relay server using an HTTP
connection, you could start it with the command line:

% java tuning.distrib.RelayServer someserver 80

Then you could try connecting to someserver using a web browser with the URL
http://localhost/some/path/. This instructs the browser to connect to the relay server,
and the relay server acts like a web server at someserver (i.e., as if the URL had been
http://someserver/some/path/).
This is the Title of the Book, eMatter Edition
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Message Reduction
Let’s look at a simple example of reducing message calls. For later infrastructure
comparison, we will use three different distributed-application infrastructures:
CORBA, RMI, and a proprietary distribution mechanism using plain sockets and
serialization (see the sidebar “Proprietary Communications Infrastructures”). In the
example, I present a simple server object that supports only three instance variables
and three methods to set those instance variables.

CORBA Example
The CORBA IDL definition is quite simple:

module tuning {
  module distrib {
    module corba {
      interface ServerObject {
        void setBoolean(in boolean flag);
        void setNumber(in long i);
        void setString(in string obj);
}; }; }; };

Proprietary Communications Infrastructures
You can easily create your own communication mechanisms by connecting two pro-
cesses using standard sockets. Creating two-way connections with Sockets and
ServerSockets is very straightforward. For basic communication, you decide on your
own communication protocol, possibly using serialization to handle passing objects
across the communication channel.

However, using proprietary communications is not a wise thing to do and can be a
severe maintenance overhead unless your communication and distribution require-
ments are simple. I occasionally use proprietary communications for testing purposes
and for comparison against other communications infrastructures, as I have done in
this chapter.

In this chapter, I use a simple, generic communications infrastructure that automati-
cally handles remotely invoking methods: basically, a stripped-down version of RMI. I
generate a server skeleton and client proxy using reflection to identify all the public
methods of the distributable class. Then I copy the RMI communication protocol
(which consists of passing method identifiers and parameters from proxies to server
objects identified by their own identifiers). The only other item required is a lookup
mechanism, which again is quite simple to add as a remotely accessible table. The
whole infrastructure is in one fairly simple class, tuning.distrib.custom.Generate,
available from this book’s catalog page, http://www.oreilly.com/catalog/javapt2/.
This is the Title of the Book, eMatter Edition
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support for this caching proxy so that whenever the server object is changed, the cli-
ent proxy is reset.

Running access tests using this caching proxy is simple. The client code needs to be
changed in only one place; once the server object is resolved, the resolved proxy is
wrapped in this caching proxy. Then it is used exactly as previously:

ServerObject obj = (ServerObject) Naming.lookup("/ServerObj");
//now wrap the server object with the caching proxy
obj = new ServerObjectCacher(obj);
//All the rest of the code is the same

The timing results are dependent on how many iterations you test of the uncached
versus cached access. After the first access, the cached proxy access is a simple local-
variable access, whereas the uncached access requires remote messaging. The differ-
ence in timings between these two access mechanisms is more than a factor of 1000,
so the more iterations of the tests you make, the bigger the overall relative difference
in timings you measure. For example, with accesses repeated 500 times, the average
cached access takes about 0.5% of the average uncached access time. Doubling the
number of repeated accesses to 1000 times doubles the time taken for the uncached
access, but the cached access time is essentially the same, so the time is now 0.25%
of the average uncached access time.

Batching I
One form of batching optimization is to combine multiple messages into one mes-
sage. For the examples we’ve examined so far, this is easily illustrated. Simply add a
method to access all attributes of the server object in one access:*

class ServerObjectDataCopy
{
  public boolean bool;
  public int number;
  public String string;
}

public class ServerObjectImpl
{
  public ServerObjectDataCopy getAll( );
  ...

Using this method to batch the three access methods into one access makes the com-
bined (uncached) access of all the attributes three times faster.

* The various communications layers handle distributed classes differently. This book is not a tutorial on
CORBA or RMI, so I have elected to show a standard Java representation of the required classes.
This is the Title of the Book, eMatter Edition
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Application Partitioning
A simple but dramatic example of the benefits of application partitioning is to run
two identical queries on a collection. One query runs on the server and returns only
the result of the query; the second query runs on the client, requiring the collection
to be copied to the client.*

It’s pretty obvious that since the only difference between the two queries is the
amount of data being copied across the network, the second query that copies much
more data is slower. For the example, I use a large array of strings and create a query
that returns that subset of strings that includes the query string, e.g., “el” is included
in “hello” but not in “hi.”

The query method is straightforward:

  public static String[ ] getQuery(String obj, String[ ] array)
  {
    Vector v = new Vector( );
    for (int i = 0; i < array.length; i++)
      if (array[i].indexOf(obj) != -1)
        v.addElement(array[i]);
    String[ ] result = new String[v.size( )];
    for (int i = 0; i < result.length; i++)
      result[i] = (String) v.elementAt(i);
    return result;
  }

To run the query as a server method, I declare one server method in a server object
(i.e., in the ServerObject interface):

public String[ ] getServerQuery(String obj);

This is also straightforward. The client calls getServerQuery( ) on the server proxy
object and receives the results. To run the query on the client, I declare a method
(again in the ServerObject interface) giving access to the String array containing the
strings to be compared:

public String[ ] getQueryArray( );

The server implementation of getServerQuery( ) is simple (declared in the class that
implements the ServerObject interface):

public String[ ]getServerQuery(String obj)
{
  return getQuery(obj, getQueryArray( ));
}

* This example is based on a demonstration originally created by GemStone to show the benefits of applica-
tion partitioning using their application server.
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The client query implementation is similarly straightforward (this could be declared
in any client class that has access to the proxy object, including the stub class*):

public String[ ] getClientQuery(ServerObject serverProxy, String obj)
{
  return getQuery(obj, serverProxy.getQueryArray( ));
}

In fact, there isn’t much difference between the two method definitions. But when a
test is run to compare the two different queries, the results are startling. For my test,
I used an array of 87,880 four-letter strings. The test result produced five strings.
Using RMI, the client query took 35 times longer than the server query, and required
the transfer of over 600,000 bytes compared to under 100 bytes for the server query.
In absolute times, the server query gave a reasonable response time of well under a
second. The client query produced an unacceptable response time of over 15 sec-
onds, which would have users wondering what could possibly be taking so long.

Application partitioning similarly applies to moving some of the “intelligence” of the
server to the client to reduce messaging to the server. A simple example is a client
form where various fields need to be filled in. Often, some of the fields need to be
validated according to data format or ranges. For example, a date field has a particu-
lar format, and the parts of the date field must fall in certain ranges (e.g., months
from 1 to 12). Any such validation logic should be executed on the client; otherwise,
you are generating a lot of unnecessary network transfers. The example of date-field
validation is perhaps too obvious. Most applications have a widget customized to
handle their date-field entries. But the general area of user-interface presentation
logic is one in which the logic should reside mostly on the client.

Batching II
To illustrate a second type of batching, we modify the test query from the last sec-
tion. The only difference is in the choice of string to pass into the query so that the
result of the query is a large set. In this test, the result set is over 25,000 strings. The
client query is still significantly longer than the server query, but even the server
query now takes several seconds in absolute time.

There is no reason to make the user wait for the whole result set to be transferred
before displaying some of the results. Altering the application to send results in
batches is quite easy. You need to add an intermediate object to hold the results on
the server, which can send the results in batches as required.

public class QueryResultHolderImpl
  implements QueryResultHolder

* The client query method is logically defined in the client stub or the client proxy object defined for the appli-
cation. But technically, it is not forced to be defined in these classes and can be defined in any client class
that has access to the server proxy object.
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{
  String[ ] results;
  int sentSoFar;
  public QueryResultHolderImpl(String[ ] results)
  {
    this.results = results;
    sentSoFar = 0;
  }

  public resultSize( ){return results.length;}
  public nextBatch(int batchSize)
  {
    String[ ] batch = new String[batchSize];
    System.arraycopy(results, sentSoFar, batch, 0, batchSize);
    sentSoFar += batchSize;
    return batch;
  }
}

You also need to add methods in the server object to support this batching object:

public QueryResultHolder getBatchedServerQuery(String obj)
{
  return new QueryResultHolderImpl(getQuery(obj, getQueryArray( )));
}

Now the client has the flexibility to request batches of results. The initial call to the
query returns as fast as possible, with minimal network-transfer overhead: only one
small proxy object is sent back in reply to the query. Note that the assumption here
is that the QueryResultHolder object is not serialized when returned; instead, a proxy
to the real object is passed to the client. The actual QueryResultHolder object holding
the result set remains on the server. By wrapping the QueryResultHolder proxy, the
optimization can be made completely transparent.

Low-Level Communication Optimizations
There are a number of optimizations you can make to the low-level communications
infrastructure. These optimizations can be difficult to implement, and it is usually
easier to buy these types of optimizations than to build them.

Compression
Where the distributed application is transferring large amounts of data over a net-
work, the communications layer can be optimized to support compression of the
data transfers. In order to minimize compression overhead for small data transfers,
the compression mechanism should have a filter size below which compression is not
used for data packets.

The JDK documentation includes an extended example of installing a compression
layer in the RMI communications layer (the main documentation index page leads to
This is the Title of the Book, eMatter Edition
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RMI documentation under the “Enterprise Features” heading). The following code
illustrates a simple example of adding compression into a communications layer. The
bold type shows the extra code required:

void writeTransfer(byte[ ] transferbuffer, int offset, int len)
{
  if (len <= 0)
    return;
int newlen = compress(transferbuffer, offset, len);

  communicationSocket.write(len);
communicationSocket.write(newlen);

  communicationSocket.write(transferbuffer, offset, newlen);
  communicationSocket.flush( );
}

byte[ ] readTransfer( )
  throws IOException
{
  int len = communicationSocket.read( );
  if (len <= 0)
    throw new IOException("blah blah");
int newlen = communicationSocket.read( );
if (newlen <= 0)
throw new IOException("blah blah");

  int readlen = 0;
  byte[ ] transferbuffer = new byte[len];
  int n;
  while(readlen < newlen)
  {
    //n = communicationSocket.read(transferbuffer, readlen, len-readlen);

n = communicationSocket.read(transferbuffer, readlen, newlen-readlen);
    if (n >= 0)
      readlen += n;
    else
      throw new IOException("blah blah again");
  }
int decompresslen = decompress(transferbuffer, 0, newlen);
if (decompresslen != len)
throw new IOException("blah blah decompression");

  return transferbuffer;
}

Caching
Caching at the low-level communications layer is unusual and often a fallback posi-
tion where the use of the communications layer is spread too widely within the
application to retrofit low-level caching in the application itself. But caching is gener-
ally one of the best techniques for speeding up client/server applications and should
be used whenever possible, so you could consider low-level caching when caching
cannot be added directly to the application. Caching at the low-level communica-
tions layer cannot be achieved generically. The following code illustrates an example
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of adding the simplest low-level caching in the communications layer. The bold type
shows the extra code required:

void writeTransfer(byte[ ] transferbuffer, int offset, int len)
{
  if (len <= 0)
    return;
//check if we can cache this code
CacheObject cacheObj = isCachable(transferbuffer, offset, len);
if (cacheObj != null)
{
//Assume this is simple non-interleaved writes, so we can simply
//set this cache obj as the cache to be read. The isCachable( )
//method must have filled in the cache, so it may include a
//remote transfer if this is the first time we cached this object.
LastCache = cacheObj;
return;

}
else
{
cacheObj = null;

    realWriteTransfer(transferbuffer, offset, len);
}

}

void realWriteTransfer(byte[ ] transferbuffer, int offset, int len)
{
  communicationSocket.write(len);
  communicationSocket.write(transferbuffer, offset, len);
  communicationSocket.flush( );
}

byte[ ] readTransfer( )
  throws IOException
{
if (LastCache != null)
{
byte[ ] transferbuffer = LastCache.transferBuffer( );
LastCache = null;
return transferbuffer;

}
  int len = communicationSocket.read( );
  if (len <= 0)
    throw new IOException("blah blah");
  int readlen = 0;
  byte[ ] transferbuffer = new byte[len];
  int n;
  while(readlen < newlen)
  {
    n = communicationSocket.read(transferbuffer, readlen, len-readlen);
    if (n >= 0)
      readlen += n;
    else
      throw new IOException("blah blah again");
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  }
  return transferbuffer;
}

Transfer Batching
Batching can be useful when your performance analysis indicates there are too many
network transfers occurring. The standard batching technique uses two cutoff val-
ues: a timeout and a data limit. The technique is to catch and hold all data transfers
at the batching level (just above the real communication-transfer level) and send all
data transfers together in one transfer. The batched transfer is triggered either when
the timeout is reached or when the data limit (which is normally the batch buffer
size) is exceeded. Most message-queuing systems support this type of batching. The
following code illustrates a simple example of adding batching to the communica-
tions layer. The bold type shows the extra code required:

//method synchronized since there will be another thread
//which sends the batched transfer if the timeout is reached
void synchronized writeTransfer(byte[ ] transferbuffer, int offset, int len)
{
  if (len <= 0)
    return;
if (len >= batch.length - 4 - batchSize)
{
//batch is too full to take this chunk, so send off the last lot

    realWriteTransfer(batchbuffer, 0, batchSize);
batchSize = 0;
lastSend = System.currentTimeMillis( );

}
addIntToBatch(len);
System.arraycopy(transferbuffer, offset, batchBuffer, batchSize, len);
batchSize += len;

}

void realWriteTransfer(byte[ ] transferbuffer, int offset, int len)
{
  communicationSocket.write(len);
  communicationSocket.write(transferbuffer, offset, len);
  communicationSocket.flush( );
}

//batch timeout thread method
void run( )
{
int elapsedTime;
for(;;)
{
synchronized(this)
{
elapsedTime = System.currentTimeMillis( ) - lastSend;
if ((elapsedTime >= timeout) && (batchSize > 0))
{
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realWriteTransfer(batchbuffer, 0, batchSize);
batchSize = 0;
lastSend = System.currentTimeMillis( );

}
}
try{Thread.sleep(timeout - elapsedTime);}catch(InterruptedException e){ }

}
}

realReadTransfer( )
  throws IOException
{
//Don't socket read until the buffer has been completely used
if (readBatchBufferlen - readBatchBufferOffset > 0)
return;

//otherwise read in the next batched communication
readBatchBufferOffset = 0;

  int readBatchBufferlen = communicationSocket.read( );
  if (readBatchBufferlen <= 0)
    throw new IOException("blah blah");
  int readlen = 0;
  byte[ ] readBatchBuffer = new byte[readBatchBufferlen];
  int n;
  while(readlen < readBatchBufferlen)
  {
    n = communicationSocket.read(readBatchBuffer, readlen,
                                 readBatchBufferlen-readlen);
    if (n >= 0)
      readlen += n;
    else
      throw new IOException("blah blah again");
  }
}

byte[ ] readTransfer( )
  throws IOException
{
realReadTransfer( );
int len = readIntFromBatch( );

  if (len <= 0)
    throw new IOException("blah blah");
byte[ ] transferbuffer = new byte[len];
System.arraycopy(readBatchBuffer, readBatchBufferOffset,

transferBuffer, 0, len);
readBatchBufferOffset += len;

  return transferbuffer;
}

Multiplexing
Multiplexing is a technique where you combine multiple pseudo-connections into
one real connection, intertwining the actual data transfers so that they use the same
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communications pipe. This reduces the cost of having many communications pipes
(which can incur a heavy system load) and is especially useful when you would oth-
erwise be opening and closing connections a lot: repeatedly opening connections can
cause long delays in responses. Multiplexing can be managed in a similar way to the
transfer-batching example in the previous section.

Distributed Garbage Collection
Distributed systems typically require distributed garbage collection. If a client holds a
proxy to an object in the server, it is important that the server does not garbage-
collect that object until the client releases the proxy (and it can be validly garbage-
collected). Most third-party distributed systems, such as RMI, handle distributed
garbage collection, but that does not necessarily mean it will be done efficiently. The
overhead of distributed garbage collection and remote reference maintenance in RMI
can slow network communications by a significant amount when many objects are
involved.

Of course, if you need distributed reference maintenance, you cannot eliminate it,
but you can reduce its impact. You can do this by reducing the number of tempo-
rary objects that may have distributed references. The issue is considerably more
complex in a multiuser distributed environment, and here you typically need to
apply special optimizations related to the products you use in order to establish your
multiuser environment. However, in all environments, reducing the number and size
of the objects being used is typically the most effective optimization.

The techniques described in Chapter 4 are relevant to reducing the number of
objects in a distributed system, and should be applied where possible.

Databases
Databases all have particular features that allow performance optimizations. Usu-
ally, the database documentation includes a section on optimizing performance, and
that is the place to start.

Here are some hints applicable to many databases (note that JDBC optimizations are
covered in Chapter 16):

• Object databases are usually faster than relational databases for applications
with strongly object-oriented designs, especially when navigating object net-
works* is a significant part of the application.

* By “navigating object networks,” I mean the activity of repeatedly accessing objects from one object’s
instance variables to another’s. The structure formed by the graph of objects reachable through nested
instance variable access is a network.
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• Relational databases are generally faster than object databases when dealing with
large amounts of basic data types, e.g., for objects whose object types are easily
mapped into relational tables.

• Application partitioning is important for database access. Reducing the amount
of data transferred over the network is often the key to good performance with
databases.

• Application partitioning applies to accessing relational databases. Most rela-
tional-database products have the ability to execute server-side code in the form
of stored procedures. Stored procedures are precompiled SQL code that can be
executed by the database server. Some relational-database products can now run
Java on the server too (e.g., Oracle).

• Database queries are often faster if they are statically defined, i.e., defined and
precompiled. For relational databases, these take the form of prepared state-
ments that can usually accept parameters. Many object databases also support
statically defined queries that can navigate object networks more quickly using
internal nodal access rather than executing methods.

• Many databases support batching queries to reduce the number of network
round trips, and these batching features should be used to improve performance.

• Transactional access to databases is slower than nontransactional access, so use
the nontransactional form whenever possible.

Web Services
Web Services is yet another distributed computing architecture. As such, all of the
general guidelines for efficient client/server systems from previous sections also apply
to improving the performance of Web Services.

Table 12-2 lists the equivalent standards for Web Services, CORBA, and Java RMI.

The simplicity of the Web Services model has both advantages and disadvantages
for performance (see Table 12-3). Web Services is too simple for many distributed
application requirements. The many additional features in CORBA and RMI are not
whimsical; they are there in response to recognized needs. This implies that as these

Table 12-2. Equivalent standards for Web Services, CORBA, and Java RMI

Web Services CORBA RMI

Simple Object Access Protocol (SOAP) Remote procedure calling (IIOP) Remote method invocation (JRMP)

Universal Description, Discovery, and
Integration (UDDI)

ORB Name Service plus an IDL data
repository

JNDI plus all remote interfaces

Web Services Description Language
(WSDL)

CORBA Interface Definition Language
(IDL)

None needed (not language-indepen-
dent)
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needs are transferred to Web Services, the Web Services standards will evolve to
support additional functionality. From a performance point of view, this is problem-
atic. Typically, the more functionality that is added to the standard, the worse per-
formance becomes because the architecture needs to handle more and more options.
So consider the performance impact of each function added to the Web Services
standards.

Measuring Web Services Performance
As I write this, there is a market opportunity for Web Services profiling and measure-
ment tools. You can use web measurement tools, such as load-testing tools and web-
server monitoring tools, but these provide only the most basic statistics for Web Ser-
vices, and are not normally sufficient to determine where bottlenecks lie. For devel-
opers, this means that you cannot easily obtain a Web Services profiling tool, and
consequently breaking down end-to-end performance of a Web Service and finding
bottlenecks may be challenging. Currently the best way to measure the component
parts of Web Services seems to be to explicitly add logging points (see, for example,
Steve Souza’s Java Application Monitor at http://www.JavaPerformanceTuning.com/
tools/jamon/index.shtml). The major Web Services component times to measure are
the time taken by the server service, the time taken by the server marshalling, the

Table 12-3. Performance advantages and disadvantages of Web Services

Feature Advantage Disadvantage

No distributed gar-
bage collection

Reduces communication overhead and resource
management otherwise required to keep track
of connected objects and signal reclaimable
objects.

Objects have to time out (which means they are
around longer than necessary) or are created for
each request (which means they are created
more often than necessary).

Transactions are not
directly supported

Transactional overhead can be one of the high-
est costs of short, distributed communications,
equivalent to the network communication
latency. No transaction support improves per-
formance.

If transactions are required, they have to be
built on top of Web Services, which means they
will be less efficient than transactions sup-
ported within Web Services.

Uses HTTP, a stateless
protocol

Stateless protocols scale much better than
stateful protocols, as the success of the Web
proves.

Stateful requests are far more common. Only
very simple services can be stateless. State must
be maintained in the server, complicating server
processes and making them less efficient, or be
transferred with every request, increasing the
communication cost.

Uses XML for the
communication
format

Communications can be compressed. Data bloat means that communication over-
head is increased and marshalling/unmarshal-
ling costs are large.

No built-in security No security overhead makes for faster perfor-
mance. Security can be efficiently added by
wrapping the Web Services server interface
with an authentication layer.

None really, as long as security is easy to add
when required.
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time taken by the client marshalling, and the time taken to transport the message.
Ideally you would like to measure times:

1. from the client starting the Web Service call

2. to when the SOAP message creation starts

3. to when the SOAP message creation ends (from 2, this is client marshalling time)

4. to when the transport layer starts sending the message

5. to when the server completes reception of the raw message (from 4, this is client-
to-server transport time)

6. to when the message starts being decoded

7. to when the message finishes being decoded (from 6, this is server unmarshal-
ling time)

8. to when the server method starts executing

9. to when the server method finishes executing (from 8, this is the time taken to
execute the service)

10. to when the return SOAP message creation starts

11. to when the return SOAP message creation ends (from 10, this is server marshal-
ling time)

12. to when the transport layer starts sending the message

13. to when the client completes reception of the raw message (from 12, this is
server-to-client transport time)

14. to when the message starts being decoded

15. to when the message finishes being decoded (from 14, this is client unmarshal-
ling time)

16. to when the client finishes the Web Service call

It is important (but difficult to determine) the time taken in marshalling and unmar-
shalling and the time taken for network transportation, so that you know where to
focus your tuning effort. Of course, if you are worried only about the Web Service
itself and you have arbitrary Web Service clients connecting to your service, as is the
expected scenario, then you are interested in points 4 to 13. Note that I include these
points because the client perception of your service is affected not only by how long
the server takes to process it but also by any delays in the server receiving the mes-
sage, and because the time taken to receive the message depends on the size of the
returned message. Specifically, if the TCP data has arrived at the server (or starts to
arrive at the server if it requires several TCP packets) but the server does not start
reading because it is busy, this service wait time is an overhead that adds to the time
taken to service the request. In the same way, the larger the size of the returned data,
the more time it may take to be assembled on the client side before unmarshalling
can begin, which again adds overhead to the total service time.
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In practice, what tends to get measured is either the full round-trip time (client to
server and back) with no breakdown, or only the server-side method call. But there
are a number of different ways to infer some of the intermediate measurements. The
following sections detail various ways to directly measure or infer some Web Service
request times.

Measuring server-side method execution time

Server-side method execution is the simplest measurement to take. Simply wrap the
original method with a timer. For example, if the server method is getBlah(params),
then rename it to _getBlah(params) and implement getBlah(params) as:

public whatever getBlah(params){
  Thread t;
  Log.start(t = Thread.currentThread( ),"getBlah");
  whatever returnValue = getBlah(params);
  Log.end(t, "getBlah");
  return returnValue;
}

Measuring the full round-trip time

To measure the full round-trip time, employ the wrapping technique that we just
described, but this time, in the client.

Inferring round-trip overhead

To infer round-trip overhead, simply measure the time taken to execute a call to an
“echo” Web Service, i.e., the Web Service implemented as:

public String echo(String val) {
  return val;
}

Inferring network communication time

You can infer the combined time taken to transfer the data to and from the server by
executing the Web Service in two configurations: across the network, and with both
client and server executing on the local machine. Be sure to use the numeric IP
address in both cases to specify the service (i.e., 10.20.21.22 rather than myservice.
myhost.mycomp.com) to eliminate DNS lookup costs. Note that since this is likely to
be communication over the Internet, you can measure only average times or daily
profile times. You should repeat the measurements many times and either take the
average or generate a profile of transport times at different times of the day.

Inferring DNS lookup time

To find out how long DNS lookups are taking, compare times using the numeric IP
address with time found using the name for the service (i.e., using 10.20.21.22 versus
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using myservice.myhost.mycomp.com). DNS lookup time can vary depending on net-
work congestion and DNS server availability, so averages are helpful.

Inferring marshalling time

From the previous measurements, you can subtract network communication time,
DNS time, and server-side method execution time from the total round-trip time to
obtain the remaining overhead time, which includes marshalling and other actions
such as object resolution, proxy method invocation, etc. The majority of this over-
head time is expected to come from marshalling.

If your Web Service is layered behind a web server that runs a Java servlet, you can
add logging to the web server layer in the doGet( ) and doPost( ) methods. Since these
servlet methods are called before any marshalling is performed, they provide more
direct measurements of marshalling and unmarshalling times.

In addition to measuring individual calls, you should also load-test the Web Service,
testing it as if multiple, separate clients were making requests. It is not difficult to
create a client to run multiple requests to the Web Service, but there are also free
load-testing utilities that you can use, such as Load (available from http://www.
pushtotest.com).

High-Performance Web Services
It is worth emphasizing that the previous sections of this chapter, as well as other
chapters in this book, also apply to performance-tuning Web Services. As with all
distributed computing, caching is especially important and should be applied to data
and metadata such as WSDL (Web Services Description Language) files. The genera-
tion and parsing of XML is a Web Service overhead that you should try to minimize

Web Services Versus CORBA
Web Services provides a simple, language-independent client/server communication
model. In a sense, this means that Web Services is an alternative to CORBA, which
strives for a similar language-independent distributed architecture. At the core, this is
true, but Web Services standards target a simpler type of architecture and are already
more widely accepted and used. Table 12-2 shows how some of the standards map
between Web Services, CORBA, and RMI (note that RMI is not language-indepen-
dent, so it is not really equivalent to the other two technologies).

A more comprehensive comparison between these technologies as well as DCOM can
be found in the article “Web Services and Distributed Component Platforms” in the
Web Services Journal, Issue 3, Volume 1 (available at http://www.sys-con.com/
webservices/article.cfm?id=110).
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by using specialized XML processors. Additionally, a few techniques are particularly
effective for high-performance Web Services:

• Service granularity

• Load balancing

• Asynchronous processing

These techniques are discussed in the following sections.

Service granularity

If you read the “Message Reduction” section, it should come as no surprise that Web
Service methods should have a large granularity. A Web Service should provide
monolithic methods that do as much work as possible rather than many methods
that perform small services. The intention is to reduce the number of client/server
requests required to satisfy the client’s requirements. For example, the classic exam-
ple of a Web Service is providing the current share price of a company quoted on a
stock exchange:

public interface IStockQuoteService {
  public String getQuote(String exchangeSymbol);
  public String getSymbol(String companyName);
}

Amusingly, this “classic” example is bad; it is too fine-grained for optimal efficiency.
If you wanted to create a Web Service that provides share price quotes, you are far
better off providing a service that can return multiple quotes in one request, as it is
likely that anyone requesting one share price would also want others. Here is a more
efficient interface:

public interface IStockQuoteService {
  public String[ ] getQuotes(String[ ] exchangeSymbols);
  public String[ ] getSymbols(String[ ] companyNames);
  public String[ ] getQuotesIfResolved(String[ ] companyNames);
}

Note that there are three changes to this interface. First, as already explained, I have
changed the methods to accept and return an array of Strings so that multiple prices
for multiple companies can be obtained in one request. Second, I have not retained
the previous interfaces that handle only one company at a time. This is a deliberate
attempt to influence the thinking of developers using the service. I want developers
of clients using this Web Service to immediately think in terms of multiple compa-
nies per request so that they build their client more efficiently. As the server Web
Services manager, this benefits me twice over: once by influencing clients to be more
efficient, ultimately giving my service a better reputation, and again by reducing the
number of requests sent to my Web Service. Note that if a client is determined to be
inefficient, he can still send one request per company, but at least I’ve tried my best
to influence his thinking.
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The third change I’ve made is to add a new method. The original interface had two
methods: one to get quotes using the company symbol and the other to get the com-
pany symbol using the company name. In case you are unfamiliar with stock market
exchanges, I should explain that a company may have several recognizable names
(for example, Big Comp., Big Company, Big Company Inc., The Big Company). The
stock exchange assigns one unique symbol to identify the company (for example,
BIGC). The getSymbol( ) method provides a mechanism to get the unique symbol
from one of the many alternative company names. With only the two methods, if a
client has a company name without the symbol, it needs to make two requests to the
server to obtain the share price: a request for the unique symbol and a request for the
price. By adding a third method that gives a price directly from one of the various
valid company names, I’ve provided the option to reduce requests for those clients
that need this service.

Think through the service you provide, and try to design a service that minimizes cli-
ent requests. Similarly, if you are writing a Web Services client and the service pro-
vides alternative ways to get the information you need, use the methods that
minimize the number of requests required. Think in terms of individual methods
that do a lot of work and return a lot of information rather than the recommended
object-oriented methodology of many small methods that each do a little bit and
combine to do a lot. Unfortunately, you also need to be aware that if the interface is
too complex, developers may use a competing Web Service provider with a simpler
(but less efficient) interface that they can more easily understand.

Load balancing

The most efficient architecture for maximal scalability is a load-balanced server sys-
tem. This architecture allows the client to connect to a frontend load balancer, which
performs the minimum of activity and whose main job is to pass the request onto
one of several backend servers (or cluster of servers) that perform the real work. Load
balancing is discussed in more detail in Chapter 10.

Since Web Services already leverages the successful HTTP protocol, you can immedi-
ately use a web-server load balancer without altering any other aspect of the Web
Service. A typical load-balancing Web Service would have the client connect to a
frontend load balancer, which is a proxy web server, and have that load balancer
pass on requests to a farm of backend Web Services. The main alternative to this
architecture is to use round-robin DNS, where the DNS server supplies a different IP
address from a list of servers for each request to resolve a hostname. The client auto-
matically connects to a random server in a farm of replicated Web Services.

A different load-balancing scheme is possible by controlling the WSDL document
and sending WSDL containing different binding addresses (that is, different URLs for
the Web Service location). In fact, all three of the load-balancing schemes mentioned
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here can be used simultaneously if necessary to scale the load-balancing and reduce
failure points in the system.

Where even load balancing is insufficient to provide the necessary throughput to effi-
ciently handle all Web Service requests, priority levels should be added to Web Ser-
vice requests. Higher-priority requests should be handled first, leaving lower-priority
requests queued until server processing power is available.

Asynchronous processing

There are a number of characteristics of Web Services that suggest that asynchro-
nous messaging may be required to use Web Services optimally. HTTP is a best-
efforts delivery service. This means that requests can be dropped, typically for net-
work congestion or server overload. The client Web Service will get an error in this
situation, but nevertheless needs to handle it and retry.

Traffic on the Internet follows a distinct usage pattern and regularly provides better
service at certain times. Web Service usage is likely to follow this pattern, as times of
peak congestion are also likely to be peak Web Service usage (unless your service is
targeted at an off-peak activity). This means that at peak times the average Web Ser-
vice gets a double hit of a congested network and a higher number of requests reach-
ing the service.

Many client/server projects over the years have shown that if your application can
put up with increased latency, asynchronous messaging maximizes the throughput of
the system. Requiring synchronous processing over the Internet is a heavy overhead.
Consider that synchronous calls are most likely to fail from congestion when other
synchronous calls are also failing. The response for a synchronous protocol, such as
TCP, is simply to send more attempts to complete the synchronous call. The
repeated attempts only increase congestion, as they occur in addition to all the new
synchronous calls that are now starting up.

Consequently, supporting asynchronous requests, especially for large, complicated
services, is a good design option. You can do this using an underlying messaging pro-
tocol, such as JMS, or independently of the transport protocol using the design of the
Web Service. The latter option means that you need to provide an interface that
accepts requests and stores the results of processing the request for later retrieval by
the client. Similarly, the client of the Web Service should strive to use an asynchro-
nous model where possible.

Finally, some Web Services combine other Web Services in some value-added way to
provide what are called aggregation services. Aggregation services should try to
retrieve the data they require from other services during off-peak hours in large,
coarse-grained requests.
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Performance Checklist
• Use a relay server to examine data transfers.

• Reduce the number of messages transferred.

— Cache data and objects to change distributed requests to local ones.

— Batch messages to reduce the number of messages transferred.

— Compress large transfers.

— Partition the application so that methods execute where their data is held.

— Multiplex communications to reduce connection overhead.

— Stub out data links to reduce the amount of data required to be transferred.

• Design the various components so that they can execute asynchronously from
each other.

— Anticipate data requirements so that data is transferred earlier.

— Split up data so that partial results can be displayed.

— Avoid creating distributed garbage.

• Optimize database communications. Application partitioning is especially
important with databases.

— Use statically defined database queries.

— Avoid database transactional modes if possible.

— Use JDBC optimizations such as prepared statements, specific SQL requests,
etc.

• Try to break down the time to execute a Web Service into client, server, and net-
work processing times, and extract the marshalling and unmarshalling times
from client and server processing.

• Don’t forget about DNS resolution time for a Web Service.

• Try to load-balance high-demand Web Services or provide them asynchro-
nously.

• The granularity of a Web Service is important. For more scalable and better per-
forming Web Services, create coarser services that require fewer network
requests to complete.
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